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ABSTRACT
This work explores the expression of emotions to achieve
deception in the context of the board game COUP. After
researching Theory of mind and Emotional Intelligence con-
cepts, we have developed components for the FAtiMA Mod-
ular architecture to create a virtual agent with deceptive ca-
pabilities that deceives using facial expressions derived from
emotions modulated to adapt to the situation. In order for
the agent to communicate and deceive players it will be inte-
grated in an architecture that controls its embodied avatar
EMYS. Several systems and models related to the study of
emotions, deception and theory of mind will be addressed
during the work.
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1. INTRODUCTION
In artificial intelligence one of the many goals researchers

pursue, is how to adapt theory of mind models to artificial
minds. One application of this research is to have artifi-
cial minds learn how to behave in a deceptive manner, by
acknowledging other people’s state of mind and trying to
manipulate said state. This brings us to the definition of a
lie, and its purpose in artificial intelligence, followed by the
means to deceive others.

A lie is a mechanism used by human beings to deceive
other humans, most of these deceptions have a goal in mind
whether it is simply to harm others or to further the de-
ceiver’s own objectives and achieve success. Although some
of these objectives are not necessarily negative to the per-
son being deceived, but are meant to protect or hide painful
truths from them.

Despite the negative aspects of deception, there are sev-
eral situations where one would like to create agents with
deceptive behaviour. For instance, to create an interesting
opponent for a bluff card game it is very important to con-
sider the ability to deceive. Bluff games are designed based
on the deception skills of each individual, the objective in
these games is to conceal one’s information and try to lead

the other players in unfavourable positions which in turn
benefits that one person. In order to accomplish this you
need to take into consideration several sources of informa-
tion, ponder whether that information is true or false and
its value to a player’s decisions.

1.1 Problem
The problem approached by this thesis is the problem of

How to create a robot that is able to deceive the opposing
human player.

Card games are the perfect environment to design an
Agent capable of producing the same level of deception as a
human being, as we can monitor every aspect of the game,
and it restricts the Agent’s knowledge domain to a work-
able degree. A good example of bluff card game is Coup,
which is a turn-based social game that can played by two
to six people, and where one uses deception to maintain its
influence (face down cards) while making other players lose
theirs. The deception used in this game is mainly towards
what are the cards that each player has face down, making
it a great game to build a deceptive robotic agent upon.

Taking this into consideration, this thesis makes use of the
COUP game as an environment in which we can develop an
agent to embrace our problem.

1.2 Hypothesis
This problem has already been solved in a way that only

makes use of Theory of Mind [3], however deception can
be enacted in many ways either by solely reasoning with
theory of mind models or by using aspects from emotional
intelligence.

Emotional Intelligence refers to the ability to recognize
the meanings of emotions and their relationships, and to
reason and problem-solve on the basis of them[11]. For a
human to hide something or deceive another while face-to-
face, one requires the ability to control his/her own emotions
and be able to express different emotions regarding the lie
being told or simply try to hide what he/she feels about
the lie as best as he/she can. It was shown by S. Porter
[?] that those who have higher emotional intelligence have
a greater control over their emotions and can simulate other
expressions more convincingly and for longer than others,
thus showing that emotions and facial expressions have an
important role in a lie or deceit.

Therefore, the approach explored in this work focuses on
endowing a robot with emotional intelligence capabilities and
then to explore and study the use of facial expressions to
deceive other players.

In order to achieve the stated goal, we need to address a



set of subgoals that will allow us to better understand how
emotions can have an effect in an agent’s ability to deceive
others.

First we need to figure out how can we give agent the
ability to experience emotions just as we understand them.
Secondly it needs a way to communicate with the human
players, to show its actions in the game and reactions to
other players actions. The next step is to find a way for
it to deceive the other players while interacting with them
through its regular means of communication. This makes
us think about what information does our Agent needs, in
order to be able to deceive, whether it is knowledge about
the other player’s hidden cards or how much advantage each
player already has in the game state.

Finally we need to find a suitable environment for our
Agent, selecting which card game it will play and why, how
many other players will there be in the game, how will the
game state information be displayed for both the human
players and the Agent player and how much interactivity
will be provided to the players.

2. BACKGROUND
In this section we will explain several theoretical concepts

required to our work and a description of how the COUP
game works.

2.1 Emotional Intelligence
Since we are creating an agent that makes use of emotions

during a bluff game, it is only natural we need to understand
the concept of emotional intelligence. This will give us a
better grasp at how emotions are handled, how they are
processed and how they might prove useful for our work.
Mayer and Salovey [10] put forward a four branch model that
further divides Emotional Intelligence in four main skills.

• Reflectively Regulating Emotions - this skill can
only be used once an entity has a complete understand-
ing of emotions. This allows said entity to manage its
own emotions and even others’, promoting social goals.

• Understanding Emotions - the second skill relates
an emotion with an action or intention. It forces the
entity to reason about how an emotion can affect that
emotion’s owner’s surroundings.

• Assimilating Emotion in Thought - the third skill,
focuses on using emotions to guide cognitive processes,
such as learning and adaptation, attention and decision
making.

• Perceiving and Expressing Emotion - finally the
last skill pertains to how and entity perceives or ex-
presses emotions through any methods it has available
to it, like gestures or facial expressions.

We will have to focus our attention in the first skill which
pertains to regulating how one feels and how others feel.

Emotion regulation or emotion management refers to the
processes by which individuals influence which emotions they
have, when they have them, and how they experience and
express these emotions[7]. This is important to assess how
certain emotions can have effects on behaviour and attempt
to predict them.

In order to better understand how emotion regulation
works, we must first describe it in a simple and effective way

to understand it,[7] suggests emotion regulation is composed
of five distinct sets of processes, which are situation selec-
tion, situation modification, attention deployment, cognitive
change and response modulation. These sets of processes
come together to form a model of how emotion regulation
works, this model can be seen in 1.

Figure 1: Emotional Regulation Model

We will now briefly explain the importance of each set of
processes to the model and how they link together.

Situation Selection is the first of the five sets to appear
in the model, this set of processes refers to approaching or
avoiding certain aspects that might have an effect on our
emotion in order to regulate them. Knowledge of those as-
pects and what they may cause is expected to be able to
determine whether or not to approach or avoid them as re-
quired.

Situation Modification follows in the model’s flow as a
follow-up to dealing with situations that were not dealt with
in Situation Selection. All this pertains to attempting to
change the impact of a given situation to our emotional
state, thus coping with it and regulating our emotions.

Attentional Deployment is the first set of internal emotion
regulatory processes to appear, this set of processes relies
on changing the attentional focus of the person through dis-
tractions, concentrating on something or ruminating. Tak-
ing your attention of of the source of unwanted stimuli, can
help you feel less affected by it.

Cognitive Change follows Attentional Deployment as a
part of the emotion regulatory processes. What it does is
to have the individual with a certain emotional response,
change his/hers personal interpretation of circumstances in
order to change the resulting appraisal emotions. This change
will cause the user either to diminish the importance of a
negative aspect, or shift the responsibility of said problem
over to another player thus regulating his/hers emotions.

Finally the last set of processes in our model is the Re-
sponse Modulation processes. This set of processes refers
to a direct influence on physiological, experiential or be-
havioural responses, rather than changing the emotions them-
selves. This can be achieved through the use of external
factors or influences to regulate our emotions.

These processes show how emotion regulation can be achieved
in several situations and distinct ways, giving us a broader
array of approaches for us to take on dealing with emo-
tional regulation and emotional intelligence in general when
regarding our agent.

2.2 Deception
In this work we will assume that the definition of deception

is a false communication that tends to benefit the communi-
cator [1]. The product of a deception in a more general term



is a lie, though entities who utter lies which they believe to
be truths due to a mistake or having been lied to about that
subject before are not considered lies.

The animal kingdom is filled with all kinds of deception,
ranging from mimicry and camouflage, most of these mech-
anisms are used for self-preservation by avoiding predators
or making them believe the deceiver is another entity and
drive them away[6]. Some researchers over the last few years
pointed out that deception is a strong potential indicator of
theory of mind and as likely of social intelligence[2] [8].

Deception is prone to many flaws, most of those flaws
can be perceived by others through certain facial expres-
sions that the deceiver cannot fully control[5]. These facial
expressions often reveal the true emotions of the deceiver,
thus the better a deceiver can manage its own emotions, the
more successful it is at deceiving others.

2.3 COUP
COUP is a board game played with cards and coins requir-

ing skills of bluff and deduction published by Indie Boards
and Cards in 2012.

The goal of each player in the game is to be the last player
at the table with at least one influence card placed face
down. The game was created to support games of two to six
players at a time, each player owning his own influence cards
and coins. Each player starts the game with two coins taken
from the treasury and two influence cards taken from the
court deck. The treasury is the storage of coins not owned
by any player, but can be accessed by them. the court deck
is a deck composed of fifteen cards, where we have three
copies of each of the five different characters used in this
game.

Each character is different from each other, as each of
them has a unique sets of skills that can be used throughout
the game. The game is turn based, on each player’s turn
we can do any of the actions from any given character, re-
gardless of actually owning it as one of the player’s influence
cards, additionally players also have access to three generic
actions not bound to any character and the option to doubt
the current player’s action. Certain actions can be countered
by passive abilities from characters, some characters have
them others do not, a player can counter actions from other
players at anytime another player used an action, again re-
gardless of whether the player owns the influence card with
that counter ability or not.

So how can a player remove the other players from the
game to win? Using coins gathered through actions taken
by players, players can pay to use the Coup or Assassinate
actions to force other players to lose one of their influence
cards per each of those actions.

By doubting other player’s actions a player is hinting that
that player does not own the influence card required to per-
form the action he is doing, upon a player doubting an action
the current player must reveal the influence card he owns
that can do that action, if the player does not own the card
he must reveal one of his influence cards thus losing it. If on
the other hand the player reveals the correct card the player
that doubted him must reveal one of his own cards and lose
it.

After the correct card is revealed the player shuffles that
card into the remaining court deck and draws a new one to
replace it as a face-down influence card. A player is removed
from the game after he loses both of his influence cards by

any of the methods explained already.
Most of the game is based in bluff and social skills to keep

other players from knowing which cards are owned by which
player, while trying to gather as many coins as they can to
remove other players from the game, the actions and counter
actions of each different character are balanced to promote
distrust and force the bluffs from every player. Generic ac-
tions can be made by every player without any fear of being
countered or doubted as they do not belong to any character.

3. RELATED WORK
The Related Work Section will cover computational sys-

tems that are related to our work and the base for its devel-
opment. It will begin by analysing FAtiMA [4] an modular
agent architecture chosen to be the base for our work. Im-
mediately after it will follow the analysis of the work on
deception using theory of mind in which we also base our
work on.

3.1 FAtiMA Modular
FAtiMA [4] is an agent architecture that uses a modu-

lar approach to its design, this allows each project to chose
which modules it will use, instead of having a heavy archi-
tecture with useless functionality for a given project, and
have an easier way to extend the architecture’s functional-
ity through appropriate modules.

FAtiMA Core is a template that generally defines how
the Agent Architecture works. Through the addition of new
modules we can provide specific implementations for generic
functions defined in the Core. The agent is able to receive
perceptions from the environment and use them to update
the agent’s memory, triggering the appraisal process. The
appraisal process then stores its result in the Affective State
which in turn will use that result to decide how to influence
the action selection process.

While the agent is not shut-down it will update every
component at the beginning of each cycle. Then it will check
for new perceptions received, if a new perception is received
it will update its memory and every component with the
new perception. A new appraisal frame is created for that
perception and used to start an appraisal process, which in
turn will update each behaviour to a given selected action.

The appraisal process made by FAtiMA was made to be
compliant with Scherer’s theory of appraisal[4]. This theory
states that appraisal is done ate several levels, sensory-motor
level, schematic level and conceptual level, if a lower level
appraisal cannot be done then higher level appraisal take its
place. FAtiMA tries to generalize this theory’s requirements
in order to keep the process flexible, this is done by bas-
ing it on some general principals like incremental appraisal,
access to all appraisal variables, always execute the process
when new results are returned and lastly any component
can contribute to any appraisal variable. Figure 2 shows the
schematic of an appraisal process.

3.2 The Effect of Theory of Mind in Detecting
Deception

The Effect of Theory of Mind in Detecting Deception is
a work whose goal is to achieve lie detection using Theory
of Mind, to help determine whether any opposing player is
lying or not. While at the same time producing its own



Figure 2: Appraisal Process

lies to deceive them and eventually win the game chosen to
enable this research.

Their architecture of the agent developed is based on FA-
tiMA. In the following sections I will explain how each of
the main components developed works and their purpose.

3.2.1 Theory of Mind Component
After having studied several works based on deception and

how the human mind attempts to collect and process infor-
mation, it is only natural that we also approach the capa-
bilities of deceit of our agent through ToM. As stated in
the section above our architecture is greatly influenced and
based on previous works that had similar goals as our own, as
such we need to explain even if briefly how components de-
signed for previous architectures function and what is their
purpose in our architecture as well.

The ToM component is used to represent the knowledge
of our agent’s beliefs regarding what other player’s hold as
their influence cards, as knowing that makes our agent able
to outplay its opponents and eventually win the game, while
also representing what our agent believes its opponents be-
lieve about our agent’s cards. Through the study of several
works we know that to represent all of this information we
require two levels of ToM.

How can we gather all this information and understand it,
let alone sort it by source? Our ToM component works as
a list of Models of Others as in FAtiMA, thus keeping each
piece of information related to a given opponent in that op-
ponent’s respective model, as we require two levels of ToM,
our Models of Others will also have a representation of their
own lists of Models, which we require for our agent to be
able to assess what the opponent’s beliefs are. The infor-
mation regarding the actual game and the cards however is
represented through a set of probabilities, one for each card
role existing in the game.

3.2.2 Deliberative Component
Here we shall explain the component that processes all the

information perceived by our agent, and the information pro-
vided from the ToM component to better assess which action
to make. This is the Deliberative component, in our partic-
ular case we are using the same component used in previous
works which bases itself on an adapted Regret Minimization
Algorithm to determine our actions. The reason to choose a
regret minimization algorithm is due to Coup being a hidden
information game, which may cause our agent to regret cer-
tain actions it made over the course of the game due to not
knowing or inaccurately predict information held by other
players.

The decision making algorithm uses information provided
by the ToM component to determine what it already knows
about the other players. It also makes use of information

provided by our agent’s Memory component to assess the
current state of the game, while storing in the deliberative
component itself strategies determined for previous plays.
For each action that is available to the agent in the current
state of the game, the algorithm will generate all possible
outcomes for that action, associating them with probabilities
obtained from the ToM component.

Now that we are in possession of all possible outcomes
and their probabilities, the algorithm will calculate, for each
outcome, its value towards winning the game. This process
is done by evaluating the result of a utility function that
tries to determine how likely our agent is to collect more
coins or reveal more opposing influence cards if following a
certain outcome, which in turn is then multiplied by the out-
come corresponding probability. The value of each action is
given by adding all of said action’s outcomes utility already
multiplied by its probability.

With each action’s value we can start calculating the re-
gret for each of them, to do this we must first multiply each
action’s value by its probability in every previous strategy
used by the agent, to obtain a value for each of those past
strategies. Having the value of each past strategy, the algo-
rithm will proceed to calculate the regret of each action by
adding the difference between the action’s value and a past
strategy’s value, multiplied by the probability of reaching
the current state of the game using that past strategy. Av-
eraging the values obtained for each past strategy per action
we obtain the regret for a given action.

A new strategy is then produced based on the regret that
each action gives, when considering the total amount of re-
gret of all actions. After having the new strategy defined,
the agent will then chose to play the action that produces
the least amount of regret. The process mentioned before
is only used when a decision involves an action, challenge
or counteraction. When the decision involves losing a card
or changing cards, the algorithm uses a different approach
where the calculations only take into account the value of
the outcomes of losing or changing certain cards.

After calculating the value of the outcome for each possi-
ble action of losing or changing cards, the algorithm selects
the action that provides the most value for our agent and is
most likely to reach a favourable end of game state.

The environment chosen to test their agent was the same
as ours, using the Coup Game as a domain where the agent
and it’s opponents can and will probably bluff many times
to outsmart the others.

4. PRELIMINARY TESTS
In this section we will cover the first set of tests we held

for our agent. The purpose of this first set of tests was to
have an idea of how much of an impact would emotions have
when deceiving a human player. Would it make the player
doubt the agent more or less?

Since we are basing our work on modifying a previous
attempt to tackle our problem explained in the related work
we use the same setting with the COUP game. To measure
said impact we will analyse the acceptance or doubts by the
human players towards our agent’s actions, be they bluffs or
truths.

In order to achieve our goal for the tests we created three
simple versions of our agent based on the work we men-
tioned in the related work as well, each of them with differ-
ent characteristics regarding emotions. The first one would



be called the True Emotions Agent, this agent makes use of
FAtiMA’s appraisal process to be able to generate its own
emotions and then express them unfiltered. The next one
however, makes use of the same appraisal process but filters
it to express emotions with a polarity opposite to the one
felt, thus being called the Contrary Emotions Agent. Finally
the last agent filters all emotions to be expressed and sup-
presses them becoming complete emotionless, mimicking the
same behaviour as the base agent, earning itself the name
No Emotions Agent.

4.1 Methodology
Each player had to play one session of 3 games. The rea-

son we only did individual games instead of groups of people
was to have people’s focus only on EMYS throughout the
whole game. Participants were randomly assigned a random
sequence of the three agent with which they would play, so
as to keep the downside of inexperience irrelevant to the per-
formance of each agent throughout the tests. Due to having
30 participants we were able to replicate each of the six pos-
sible sequences five times. The participants were never made
aware of differences in the agents before finishing the exper-
iment, the Agents we used in this test were a No Emotions
Agent, a True Emotions Agent and a Contrary Emotions
Agent, meaning the no emotions agent would not express
emotions, the true emotions agent would express emotions
as he felt them throughout the game unfiltered and the con-
trary emotions agent would express emotions opposite to
those he was actually feeling during the game. During the
session participants were asked if they knew the game or
have played it before, then they would be taught the rules
of the game and how it works. Following the explanation
of the rules people played their first game with one of our
agents according to the random order assigned to them, after
completing their first game they were asked to fill the cover
of our inquiry and the first questions page. Then they would
play the second agent, after which they would be asked to fill
the second questions page. Finally they would play the third
agent and upon finishing the game they would fill the last
questions page. As a thanks for their participation, every
participant received a cinema ticket. In the end a total of
90 games were played between EMYS and the participants.

4.2 Measurements
We did two types of measurements, a questionnaire, to

understand how users perceived the three agents, and we
kept logs of all the plays and emotions performed and felt
by the agents during the games. The logs contained every
information regarding the cards the agent held, the doubted
actions by both players and the agent, blocked actions by
both players and the agent, the emotions felt and expressed
at a given point during the game and the outcome and lost
cards of the game. The Questionnaire’s questions covered a
few areas of interest where the player’s perceptions of our
agents could have some insight for our tests and some simple
demographic questions. The Questionnaire was composed
of three sets of the same questions, one set for each differ-
ent agent. Each set contained ten different questions, these
questions were all Likert Scale with five options to chose
from. Those questions were:

• Q1 ”I think that EMYS was able to deceive me”

• Q2 ”I think that EMYS was a good player”

• Q3 ”I think playing against EMYS was boring”

• Q4 ”I think that EMYS played to win”

• Q5 ”I think that EMYS was able to lie during the
game”

• Q6 ”I think that EMYS had good plays”

• Q7 ”I think that EMYS lied as well as a human”

• Q8 ”I enjoyed playing the game with EMYS”

• Q9 ”I think that EMYS displayed emotions”

• Q10 ”I think that EMYS manipulated my emotions”

The range of the likert scale on each of the questions was
1 - ”Totally Disagree” to 5 - ”Totally Agree”. For further
information regarding the inquiry it will be present in the
Appendix.

4.3 Questionnaire Results
Our Questionnaire holds four different areas of interest.

These areas of interest relate to aspects pertaining to the
agent, which we wanted to have feedback on by the par-
ticipants. The aspects are Theory of Mind (the participants
perception of the agent’s Theory of Mind capabilities), Emo-
tional Response (how did the agent affect the participants
emotions), Performance (how did the participants perceive
the agent’s performance) and finally Enjoyment (how did
the participants enjoy or not playing with the agent). The
question sets for each agent were only given to the partici-
pant after he/she finished playing the game with the corre-
sponding agent, this was made to minimize the possibility
of having other agents influence the answers for the agent
currently being evaluated.

To analyse the questionnaire data, we first applied the
Shapiro-Wilk normality test to determine if the data fol-
lowed a normal distribution. Since the data revealed to not
follow a normal distribution, we then applied the Friedman
test to check for differences between conditions. Unfortu-
nately there were no statistically significant differences for
any of the questions, thus we can not make conclusions based
on them.

4.4 Empirical Results
As we mentioned, we kept all the data in the logs of every

match played between EMYS and the participants. These
logs contain alot of information regarding the state of the
game, the plays of each player, the emotions expressed by
EMYS and the cards EMYS holds. Using this information
we can measure how each agent performed and how each
emotion expressed by the agent affected the outcome of a
certain decision made by the participant. In order to better
analyse the effect of emotions in bluff games, we decided that
we would measure this by looking at the bluffs and truths
performed by a given agent, the emotion expressed at that
time if there was any and more importantly if the action was
doubted or accepted by the human player.

With these test results we were able to analyse how an
agent that expresses his emotions is influenced by them when
being interpreted by other human players in a bluff game.
By looking at the agent performance when expressing emo-
tions and when not expressing them we can see significant
differences in how much human players trust the agent. The



results illustrating the difference of effect with positive and
negative emotions were not that conclusive, and thus we will
not discuss them further.

4.5 Future Improvements
To end this section we want to present possible improve-

ments to the tests. These improvements include the creation
of a fourth agent that only expresses positive or negative
emotions, not having actions without emotions being ex-
pressed, based on if the agent is bluffing or telling the truth.
A final improvement to the tests is the change of user in-
terface, having the game displayed on a monitor alongside
EMYS so that both are in the player’s field of view.

5. ARCHITECTURE
In this section we will cover the architecture of our project,

giving an overview of the conceptual model behind our agent’s
mind while analysing each of it’s three main components.

5.1 Conceptual Model
Our agent’s architecture was based on the architecture of

a previous work we already described in Chapter ??. The
Effect of Theory of Mind in Detecting Deception [?], was
developed with similar goals to ours and it even uses the
same environment we do. So we decided to use their agent
as a base for our work, making slight alterations to make it
suit our problem better.

After examining their agent’s architecture and implemen-
tation, we realized they did not possess emotions or any
form of interaction with FAtiMA’s emotive capabilities. So
the first task was to implement a way to have the agent feel
emotions, this was done by creating an appraisal and a reap-
praisal functions, which used information about the state of
the game to generate appraisal variables, in the agent.

The appraisal function we created is used to appraise
events perceived by the agent and generate appraisal vari-
ables corresponding to the appraisal of a given event. Mean-
while the reappraisal function serves the purpose of correct-
ing the the evaluation made by the appraisal function given
new information about the state of the game to reflect the
change of the affective state over time. In our case the infor-
mation we use for the reappraisal function is the Expected
Utility of the best action chosen by our Regret Minimization
Algorithm.

How could we then control the emotions expressed by our
agent? By using FAtiMA, it is prepared to handle every
aspect of emotions except for how to control how they are
expressed, when they are expressed and which of them are
expressed. As for controlling the how, that will be handled
by a tool in our Implementation called Nutty Tracks which
we will describe in the next chapter. The when is controlled
by the most intense emotion at a given time in the appraisal
process, and how many times the agent reports an internal
state with said emotion. And finally for the part about
which emotion is being expressed, it all depends on how the
appraisal variables being set.

In order to express facial expressions our agent makes use
of its own emotions to determine which facial expression to
use at any given time during the game. The emotions of the
agent are in constant change over the course of the game
either caused by certain actions being played by the players
involved or simply due to a decline on the interest it holds
for a given emotion with the passing of time.

These emotions are used by our agent’s physical repre-
sentation to perform certain facial expressions depending on
what emotions the agent feels on a given time. These ex-
pressions are what we want to use to determine the effect of
facial expressions, or emotions to a certain extent, have on
the opposing player’s decision making rather than relying
solely on Theory of Mind to deceive them.

Now to talk about how our Architecture’s model will look
like, we need to describe how it is composed. Three main
components form the core of our architecture those being
the Theory of Mind Component, the Response Modulation
Module and the Deliberative Component. How the Theory
of Mind Component and the Deliberative Component tie
together in our architecture can be seen in 3. As you can see
it is the same model as the one described from the previous
work, since we had no need to change it to suit any of our
needs.

Chapter 5

Theory of Mind Agent

In this chapter we present the architecture of our agent. We start by introducing the overall model, then
the main component for our work, the Theory of Mind component, and finally the deliberative component
we adapted for our work.

5.1 The Architecture

Our agent architecture can be seen in Figure 5.1 and it is composed of three main components, the
memory, a theory of mind component and a deliberative component.

Figure 5.1: Our Agent Architecture

Our agent receives perceptions, which are events from the game which can be of two types. The first
are game updates, such as session start, game start, results from an action, challenge or counteraction,
cards drawn, cards lost, game end and session end. These will keep the agent’s memory updated at
all time and will also serve to update our theory of mind. Our second type of game events, are events
to make the agent play, either to pick an action, choose whether or not to challenge, choose whether or
not to counteract, pick a card to lose or pick cards to keep. So these events will trigger the deliberative
component into choosing the best play from the possible plays.
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Figure 3: Architecture Model

The explanation of both the Theory of Mind Component
and the Deliberative Component is already described in the
Related Work chapter, so I’ll refrain from repeating any of
it. However in the following section I will describe how to
handle the control of our agent’s emotions the proper way
through the use of the Response Modulation Module.

5.2 Response Modulation
Now that we have an agent that can feel emotions, we

just require a way to make him control which emotions to
express and when to express them. To achieve this we must
remember Emotion Regulation, and how we can use it for
our agent in a bluff game.

Out of Emotion Regulation’s five sets of processes, some
can not be applied in our situation.

• Situation Selection has no effect here since we can not
avoid our situation, the game.

• Situation Modification is also not applicable due to the



agent having no control over the cards and actions of
other players.

• Attentional Deployment also has no application in our
game due to the attention being solely the game while
playing and the game is the cause of whichever stimuli
exists for our agent.

• Cognitive Change could be applied but it doesn’t have
a fine control over the effect on emotions, leaving us
with Response Modulation.

• Response Modulation fits our problem, as it can be
used as a filter to choose how, which and when to ex-
press emotions.

Given this choice we decided to modify the original FA-
tiMA Core as seen in 4 slightly, adapting it to make use
of a Response Modulation module that ”filtered” the result-
ing emotions and based on our choice of settings changed or
suppressed those emotions. The modified model is shown in
5, for a better understanding of the module’s position in the
model.

Figure 4: FAtiMA Core Architecture

Figure 5: FAtiMA Core Modified Architecture

This Response Modulation module was built based on a
common design pattern, the Strategy Pattern. Creating

and interface common to every different possible modula-
tion with only the methods required to receive the emo-
tional state input and output a modulated version of that
emotional state depending on the type chosen.

Each possible modulation was then created as a class that
implemented the interface, though the logic behind the fil-
tering of each of them would differ from one type of modu-
lation to another. Thus we could create as many different
modulations as we wanted, though for our purposes we only
deemed necessary four different modulations.

6. IMPLEMENTATION

6.1 SERA Environment
The SERA ecosystem is a model and tools to integrate

a virtual agent with a robotic embodiment in a human-
robot interaction (HRI) scenario, it was created following
the SAIBA model[12]. SERA reutilizes generic tools already
developed for a variety of applications and robotic embod-
iments. This ecosystem allows us to monitor and control
every aspect of our agent’s behaviour when connected to a
robotic embodiment, in our case the robot will be EMYS a
robot which we will describe in a later section of this chapter.

Figure 6: System used in the Coup scenario.

Figure 6 shows the components of a SERA ecosystem de-
signed to handle an agent with a robotic avatar playing a
COUP game with one or up to three other human players.
Our agent is represented as the decision making component
linking only with those components that will feed it infor-
mation from perceptions or components for it to express it
self to the players. As you can see there are three main
reusable components, Thalamus, Skene and Nutty Tracks
each of them very important for our implementation.

6.2 EMYS
The interaction with human players is to be made through

EMYS as mentioned above. EMYS[9] is a robot that will
serve as a physical embodiment for our agent during the
game. It and was designed and built within the EU FP7
LIREC project. The head EMYS is a three discs construc-
tion, equipped with a pair of movable eyes with eyelids, and
mounted on a movable neck as you can see in 7. Together
with a speaker we can make EMYS express different facial
expressions and emotions while speaking with the players.

It is also able to perceive its environment using several
sensors, but in our case we only need EMYS to perceive
information provided by the game and our agent’s grasp
of said game, thus not requiring the use of microphones,
cameras such as Kinect or any other peripherals. All these
capabilities make this robot head a great host for our agent,



Figure 7: EMYS Robot Head

making it possible for the agent to interact with the human
players while making use of its expressiveness to aid it in a
game of bluff.

EMYS is one of several robots that can be integrated in
the SERA ecosystem mentioned above, through the use of
predefined animations created for EMYS in Nutty Tracks
we can control which expressions we make EMYS perform
throughout the duration of the game. Skene enables it to
speak through speakers by giving us an array of utterances
defined by us, and finally Thalamus allows all of our agent’s
perceptions to be handled properly and by the right compo-
nents.

6.3 User Interface
To finish this section we are only missing one crucial el-

ement, how do the players and EMYS play the game in a
way both can find appealing and functional. This leads us
to the last component we haven’t talked about from SERA
which is the user interface for the game, at a first stage it
was a ultiTaction Ultra Thin Bezel Display functioning as a
table top, however that posed a few problems with players
not focusing on EMYS so we adapted it to a pc screen on a
table alongside EMYS for a better focus on the expressions.

7. EVALUATION
In this chapter we will cover the final evaluation of our

thesis, for that we held tests similar to those in the prelimi-
nary tests. The purpose of this final evaluation is the same
as in the previous tests, to measure of much of an impact
the deception of our agent, would the emotions expressed
have.

Again since we are using the COUP game we must mea-
sure said impact through the acceptance or doubts by the
human players towards our agent’s actions, be they bluffs or
truths. This allows us to quantify if the agents are successful
in deceiving the human players and how to achieve it.

In order to achieve our goals we used the same three simple
versions of our agent from the previous tests.

The True Emotions Agent, this agent makes use of FA-
tiMA’s appraisal process to be able to generate its own emo-
tions and then express them unfiltered. The Contrary Emo-
tions Agent which makes use of the same appraisal process
but filters it to express emotions with a polarity opposite

to the one felt. And Finally the No Emotions Agent filters
all emotions to be expressed and suppresses them becoming
complete emotionless.

But for this final evaluation we created a new agent to
also be tested, this new agent would always show fear in
actions that were true while showing joy in actions that were
a bluff, creating an impression of confidence while bluffing
and weakness when telling the truth, for this we called it
the Deceptive Emotions Agent.

The same methodology and measurements as the previous
tests was used for these with the inclusion of the new agent.

7.1 Questionnaire Results
Our Questionnaire holds four different areas of interest.

These areas of interest relate to aspects pertaining to the
agent, which we wanted to have feedback on by the par-
ticipants. The aspects are Theory of Mind (the participants
perception of the agent’s Theory of Mind capabilities), Emo-
tional Response (how did the agent affect the participants
emotions), Performance (how did the participants perceive
the agent’s performance) and finally Enjoyment (how did
the participants enjoy or not playing with the agent). The
question sets for each agent were only given to the partici-
pant after he/she finished playing the game with the corre-
sponding agent, this was made to minimize the possibility
of having other agents influence the answers for the agent
currently being evaluated.

To analyse the questionnaire data, we first applied the
Shapiro-Wilk normality test to determine if the data fol-
lowed a normal distribution. Since the data revealed to not
follow a normal distribution, we then applied the Friedman
test to check for differences between conditions. Unfortu-
nately there were no statistically significant differences for
any of the questions, thus we can not make conclusions based
on them.

7.2 Empirical Results
As we mentioned, we kept all the data in the logs of every

match played between EMYS and the participants. These
logs contain a lot of information regarding the state of the
game, the plays of each player, the emotions expressed by
EMYS and the cards EMYS holds.

Using this information we can measure how each agent
performed and how each emotion expressed by the agent
affected the outcome of a certain decision made by the par-
ticipant.

In order to better analyse the effect of emotions in bluff
games, we decided that we would measure this by looking
at the bluffs and truths performed by a given agent, the
emotion expressed at that time if there was any and more
importantly if the action was doubted or accepted by the
human player.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 2 22%
Bluff Doubt 7 78%
Truth Accept 35 61%
Truth Doubt 22 39%

Table 1: Actions Performance with True Emotions
Agent



As with the previous tests there is a relevant amount of
bluff actions doubted by the other player seen in 1, however
this time there is a relevant amount of actions accepted by
the other player greater than before when the agent tells
the truth. The agent would not hide any of his emotions
when playing, if we take that into account it might point to
a reason to the amount of bluffs doubted by the other player
as they were mostly accompanied by negative emotions. The
disparity between the amount of truths and bluffs made by
the agent could also contribute to having a certain pairing
of expressions and actions of the agent be more noticeable
than the other.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 4 29%
Bluff Doubt 10 71%
Truth Accept 32 62%
Truth Doubt 20 38%

Table 2: Actions Performance with Contrary Emo-
tions Agent

Again we find ourselves with results very similar to those
in the first tests set. A slight increase in accepted truths
comparing with the other tests has also appeared in this
agent as we can see in 2. The remaining information is still
the same as with the first tests.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 2 25%
Bluff Doubt 8 75%
Truth Accept 27 46%
Truth Doubt 31 54%

Table 3: Actions Performance with No Emotions
Agent

This time results regarding the No Emotions agent are not
as conclusive as in the first tests, though they still lean to
the previous assumptions that players trust the No Emotions
agent less than the others as shown by 3.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 5 50%
Bluff Doubt 5 50%
Truth Accept 27 51%
Truth Doubt 26 49%

Table 4: Actions Performance with Deceptive Emo-
tions Agent

Out of all the agents we created and tested the complex
emotions agent was by far the one with the best performance
regarding bluff acceptance by human players. However as
table 4 shows we cannot conclude that negative or positive
emotions employed by this agent have a better effect in a
bluff game than the other polarity of emotions.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 3 33%
Bluff Doubt 6 67%
Truth Accept 32 67%
Truth Doubt 16 33%

Table 5: Actions Performance with Positive Emo-
tions

Table 5 shows a compilation of all actions, regardless of
agent, which accompanied an expression of a positive emo-
tion and how they performed. The results are relevant, how-
ever since we have similar results in the following table we
cannot make assumptions regarding the impact of positive
emotions at this point.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 1 10%
Bluff Doubt 9 90%
Truth Accept 53 74%
Truth Doubt 19 26%

Table 6: Actions Performance with Negative Emo-
tions

Table 6 shows a compilation of all actions, regardless of
agent, which accompanied an expression of a negative emo-
tion and how they performed. The results are relevant, how-
ever since we have similar results in the previous table we
cannot make assumptions regarding the impact of negative
emotions at this point.

Own Action
Opponent Reac-
tion

Count Percentage

Bluff Accept 8 32%
Bluff Doubt 17 68%
Truth Accept 39 39%
Truth Doubt 60 61%

Table 7: Actions Performance with No Emotions

This time we decided to also note the results from ac-
tions performed without expressing emotions, since both the
True Emotions and Contrary Emotions agent also have times
when they do not express emotions. These results are in line
with what we have ascertained so far regarding the use of No
Emotions, as expressing no emotions seems to cause a more
predominant lack of trust from human players regarding the
agent as seen in 7.

With these new and final tests we wanted to be able to
confirm the results obtained in the previous tests and if pos-
sible draw even more conclusions from them. These results
do confirm those from the previous tests in which we con-
cluded that when expressing emotions and when not express-
ing them we can see significant differences in how much hu-
man players trust the agent, in both cases the human player
trusted the actions of the agent more when the agent ex-
pressed an emotion. Sadly we could not conclude more on
the choice between using positive or negative emotions with
our tests.

8. CONCLUSIONS



The purpose of this thesis was to find more effective ways
to solve the problem we were presented with. This problem
of How to create a robot that is able to deceive the opposing
human player. is not an easy problem to solve, the amount
of intricacies with have to deal with is significant. Ultimately
we decided to study the effect of emotions as a tool to mis-
lead the opponents, and verify how the robot would perform
when deceiving.

We researched several studies related to emotional intel-
ligence, pertaining to how emotions, the way they are ex-
pressed and their truthfulness impact different situations
and are perceived. We also researched systems that focus
on deception and how to create agents to deceive, this sys-
tems make use of theory of mind to be able to reason over
what they believe the others have, in this case what cards
the opponent holds.

Based on the systems and studies we researched, we built
our agent and its approach to solving our problem. We used
the The Effect of Theory of Mind in Detecting Deception
[?] work described in Chapter ?? as a base scenario and
system for our work, itself being a work based on the FA-
tiMA Modular Architecture, also a system we researched.
The modifications and additions we brought to the work
and architecture were the ability to express emotions how-
ever we wanted the agent to express them, this was achieved
by creating a Response Modulation module for FAtiMA to
control the emotions to be expressed by the robot.

The results obtained in the final tests were conclusive in at
least one aspect in which emotions impact the deception of
the agent, this aspect is that the use of emotions points to a
higher acceptance of the actions made by the agent as truths
by the human players, contrasting with the lack of expressed
emotions which seemed to cause a greater distrust by the
players. We were not able to conclude however if positive or
negative emotions have a better effect than the other.
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